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Machine learning on and about probability distributions
Probability distributions are the core object of machine learning and statistics, and one of the
most fundamental operations we can do with them is to measure distances and understand dif-
ferences between them. These distances provide a method for machine learning problems where
the objects we learn about are themselves distributions, which has allowed us to solve a rich set
of problems as diverse as measuring the amount of dark matter in a galaxy cluster and inferring
how demographic groups voted in an election. They are also key to training and evaluating mod-
ern generative models, potentially democratizing currently expensive processes like computer
animation, and creating a fundamental new building block for future tools. Measuring and inter-
preting distances between distributions is also a critical tool for aiding human understanding of
complex datasets, core to data science’s aims as a foundational tool across disciplines.
In many of these problems we can make substantial progress by unifying deep learning tech-
niques with kernel methods, in the best case combining the rich model class and excellent prac-
tical performance of deep learning with the theoretical grounding, ease of model development,
and optimization advantages of kernel methods.
My overarching methodological goal is to improve on machine learning techniques by improving
our understanding of those techniques, working at the interface of theory and practice. In my
work thus far, I’ve often taken methods previously studied primarily in theory and made them
practical. I’ve also gone in the other direction, bringing theoretical insights to bear on methods
already in use, and de�ning new practical algorithms based on a mathematical understanding of
the problem. When theory is elusive, we can still do careful empirical studies to improve our
understanding. My ultimate goal is for machine learning techniques, even for complex problems
like generative modeling, distribution regression, and human-in-the-loop dataset exploration, to
work more reliably on a wider variety of problems while simultaneously becoming a little less
mysterious; the only way I see to do so is through work that is both grounded in the real world
and motivated by mathematical understanding.

Past work
Learning functions of probability distributions
Traditional machine learning deals with functions of static and �nite feature vectors, e.g. the num-
ber of times a word from a �xed vocabulary appears in a document, or pixel values from images of
a single �xed size. Much of my PhD work focused on instead learning functions on distributions,
where we associate a label with a sample set, by measuring distances between them. For example,
we learned a model which can predict the total mass of a galaxy cluster (hard to observe, since
it’s mostly dark matter) from the distribution of component velocities (easy to estimate via red-
shift), improving the data our cosmologist collaborators can use to study fundamental properties
of the universe [4, 7]. We also learned the voting behavior of sets of people from county-level
election results to infer how demographic groups voted [11], recognized scenes based on treat-
ing images as distributions of local patches [1, 8, 9], and used models of photon distributions to
detect radiation sources with small sensors [10], among other applications.
Our approach for this setting was to develop a distance-based kernel on distributions [1, 2],
allowing us to use well-developed standard algorithms such as support vector machines. We
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ran into scalability issues when using the method on some larger problems, so we developed an
instance of random Fourier features that could provably approximate distributional kernels in a
scalable way [8]. While working on that project, I realized something interesting about random
Fourier features: of their two variants, both in common use and thought of as equivalent, one is
provably strictly better than the other [6]. We have also developed Bayesian methods to account
for uncertainty in our predictions based on sampling error in the observed distributions [13].
Our initial work used kernels based either on the raw data or on classical computer vision fea-
tures; the dramatic success of deep learning methods in computer vision led us to consider kernels
based on features from deep learning, either pre-trained [8, 13] or even learned end-to-end [9].

Optimally distinguishing distributions with two-sample testing
Another application of distributional distances is testing whether they are zero, i.e. whether two
data samples come from the same underlying distribution; this is an extremely common scienti�c
question, also useful e.g. in aligning databases from di�erent sources. A kernel-based distance
called the Maximum Mean Discrepancy (mmd) [Gre+12] provides a test on multidimensional data
without making limiting parametric assumptions as in e.g. classical t-tests.
The e�cacy of mmd tests, though, greatly depends on the choice of kernel. We developed a
method [12] to choose a kernel that directly optimizes the power of the test, even for com-
plex kernels de�ned by a deep network, while maintaining statistical validity. The learned ker-
nel then describes “how to look at” the two datasets to most reliably identify their di�erences,
providing a way to visually understand where the distributions di�er. We also contributed an
orders-of-magnitude more e�cient implementation of this test to the open-source Shogun library.

Training and evaluating implicit generative models

Samples from our model in [16].

Implicit generative models (igms), such as generative adversar-
ial networks (gans) [Goo+14], produce samples mimicking a
target distribution without modeling likelihoods. gans have
been enormously popular of late, mainly because they can pro-
duce beautifully sharp and realistic-looking images, but they
are di�cult to train and to evaluate. We can gain insight in
both problems by viewing igms as minimizing a distance be-
tween the model and the target distribution.
In evaluation, we �rst demonstrated that even seemingly ex-
cellent models on simple datasets can be very reliably distin-
guished by our optimized two-sample test [12]. Later, we no-
ticed [15] that a standard evaluation metric for igms [Heu+17]
has statistical properties that can make it very misleading for practitioners: its estimator has
strong bias and very small variance, causing users accustomed to small-bias estimators to think
their estimates are reliable when they can actually consistently misrank models. Moreover, no
unbiased estimator exists, so a di�erent criterion is needed. We proposed an alternative with far
better behavior, whose estimator is exactly unbiased and asymptotically normal; our criterion is
now included in TensorFlow.
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Although igms based on minimizing the mmd with a �xed kernel tend not to work very well
on complex datasets, Wasserstein-inspired regularization techniques for gans [ACB17, Gul+17]
allowed others to get results competitive with other gan variants by adversarially learning an
mmd kernel [Li+17, Bel+17]. These papers, though, made some potentially misleading claims
about the statistical and algorithmic properties of their models. In clearing up these theoreti-
cal misconceptions, we also found that a “cleaner” approach improved practical results [15].
But this wasn’t the whole story; these regularization methods e�ectively change the distance
being minimized in hard-to-interpret ways. We then took advantage of kernel properties to do
gradient regularization in closed form, de�ning a new distance with appealing topological and
computational properties, which gives much better generative models [16].

E�cient and �exible density models with kernel exponential families
Probability densities, discarded by igms, are required in many applications. The kernel expo-
nential family, which generalizes classical exponential families, provides a �exible density model
which can be �t with statistical guarantees by score matching – minimizing the Fisher divergence.
The “full” score matching method, however, takes an impractical O(n3) time to �t n samples. We
proved that a novel Nyström-type kernel approximation gives the same statistical guarantees at
much reduced cost, O(n2) for the hardest problems and even less for easier ones [14].
We also recently made the model more practical by showing how to do score matching end-to-
end with a deep kernel; the resulting density model is competitive with state-of-the-art deep
alternatives, and seems particularly good at learning the shapes of complex distributions [17].

Future work
Developing and studying di�erent distances between distributions
The vast majority of work in statistics and machine learning is based on the kl divergence or
equivalently on likelihoods; though extremely powerful tools, they are ill-suited to certain classes
of problems, particularly for extremely high-dimensional manifolds like natural images. The
machine learning community has recently begun to appreciate other distances, particularly the
Wasserstein and �xed-kernel mmd. But estimating the Wasserstein distance in high dimensions
is statistically extremely challenging, and the �xed-kernel mmd is not rich enough for the uses
we need. We need alternatives, such as our gradient-regularized optimized-kernel distances [16],
which have proven very useful for igm optimization but are not yet fully understood as distances.
There are many questions to answer:

• Can we analyze their geometry in the manner of [Bot+18]?
• What is the sample complexity of their estimators?
• What statistical properties do their minimizers satisfy?
• How does the choice of gradient regularizer a�ect the distance in di�erent applications?
• Are there e�cient analogues for conditional distributions?
• Do they induce valid kernels for use in distribution regression?

Answering these questions could not only give us better implicit generative models, but perhaps
also better distribution regression algorithms, better techniques for dataset summarization, and
better variational approximations to complex distributions.
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Helping humans understand the di�erences between two distributions
Finding the kernel, or the test locations, that best distinguish two distributions [12, Jit+16, Jit+18]
can be very informative. Interpreting the results in high dimensions, though, can be quite subtle:
an observer can easily identify patterns from a few examples which are not actually statistically
justi�ed. In [12] we highlighted samples which the “critic function” de�ning the distance �agged
as most indicative of the model or the target distribution, giving points where they most di�er. But
humans are apt to recognize patterns from a few examples which may or may not be statistically
valid. If the critic function marks several pictures of women with sunglasses as more represen-
tative of the model than the target, it may be the case that the model oversamples women with
sunglasses – but perhaps those images are actually �agged because the model handles outdoor
shadows unrealistically, and women with sunglasses are simply more likely to be outdoors.
One solution might be to design distances with explicitly interpretable critic functions, for ex-
ample functions that depend only on local similarity to a few selected basis points, or only depend
on a few input dimensions, so users can inspect the function itself rather than its evaluation on a
few points. This is akin to [MJ15], who analyze RNA sequence di�erences with Wasserstein based
on linear projections, but potentially both more general and more �exible. Work on interpreting
the output of generic classi�ers [e.g. LL17] is also likely to be useful here.
We can also develop systems to interactively test users’ implicit hypotheses about the di�er-
ences between distributions based on ideas of active learning and in particular active search and
surveying [Gar+12, Jia+17], a framework I have previously worked on [3, 5] that tries to quickly
�nd examples �tting a concept implicitly de�ned by a human. Once a user has a target concept
such as woman with glasses, the system can interactively learn how samples matching that target
are evaluated by the critic function as a whole, allowing more accurate and justi�ed interpretation
of the di�erences between high-dimensional, complex distributions like gan models of images.

Understanding kernels de�ned by deep networks
Another theme, both a tool in other work but also an object of study of its own right, is the use of
deep kernels: k(x, y) = κ (φ(x), φ(y)) where φ is a deep network that outputs low-dimensional
representations and κ is e.g. a Gaussian kernel. This often allows the kernel to do the “easy part”
of the learning problem with closed-form optimization in a Hilbert space, while the deep network
φ transforms the complex original space into a space with simple features. At least in gans [15]
and kernel exponential families [17], this can allow for faster, more robust training and simpler
networks φ. It also gives us a way to use the representational advantages of deep learning in
settings where kernel methods more easily achieve our goals, such as in Gaussian Process models
[Wil+16, JXE18] or two-sample testing [12]. There are, though, still many questions to answer:

• When do the advantages due to analytical optimization in kernel spaces help more than
the statistical losses due to an e�ectively smaller sample size when optimizing with small
batches? Can we avoid that computational necessity?

• How do kernel approximation techniques (e.g. random Fourier features, Nyström) �t in?
• Which of the theoretical properties of classical kernel methods can be carried over?
• Does gradient regularization [16] help in (semi-)supervised learning problems as well?
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