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Binary synapses: better than expected

1 Introduction

Memory is an absolutely critical component in any biological system. Without it, learning

would be impossible, and behavior would be reduced to the same set of reflex arcs that

existed at birth. It would seem reasonable, then, that the biological substrate upon which

memories are written – changes in synaptic strength (refs) – would be especially reliable.

In fact, it appears that almost the opposite is true: because the same synapses are used

for different memories, they are constantly overwritten. Consequently, if an increase in

synaptic strength during the formation of one memory is followed by a decrease during

the formation of a second, then the original memory will be severely degraded, if not fully

erased, at that synapse [? ] (refs). How, then, can an organism continually learn new

memories throughout its life (which in many species is decades large memory capacity has

been shown for animals [Brown et al] and particularly for humans [Shepard/Standing/Brady

et al]) without forgetting the old ones?

The answer depends on a host of factors, but an important one is the properties of the

synapses. At one extreme, one could imagine complex synapses with many internal states,

designed so that the internal states recorded the past history of weight changes. In this

case, new memories would not overwrite old ones at the synaptic level, and forgetting could

happen very slowly, at least in principle. At the other extreme are synapses with only two

states – weak and strong. Such synapses would seem to be incredibly prone to degradation:

every time a synapse switched states, all information stored in that synapse would be totally

erased.

While sufficiently complex synapses almost certainly increase memory lifetimes, the sit-

uation is less clear for biologically plausible ones. The question we address here, then, is: to

what extent do the kinds of complexities that can occur in real synapses increase memory

lifetime? In particular, we compare a recently proposed model that has multiple internal

states and complex temporal dynamics [? ] to the simplest possible discrete synapse, one

containing only two states. Surprisingly, we find that the multi-state and two-state synapses
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exhibit comparable memory lifetimes – memory lifetime for the multi-state synapse is, for

biologically realistic parameters, at most a factor of three larger than that of two-state

synapses. Therefore, although more complex synapses have some important advantages over

simple ones (see Discussion), they extend memory lifetime by only a modest amount.

2 Results

Memory lifetime and the ideal observer

In the standard model of learning and memory (refs), events in the outside world are stored

in the connection strengths among neurons. Connection strengths, however, cannot be di-

rectly accessed by the brain; they can be accessed only indirectly, via network activity. A

complete theory of learning and memory would, therefore, include memory readout: changes

in connection strengths within a network would modify the response of that network to ex-

ternal input, and readout would be implemented by external input. External input would, in

essence, act as a probe for a particular event. For example, a probe stimulus might increase

the firing rate only for neurons whose synapses had been potentiated.

This framework extends naturally to the flip side of learning, forgetting: subsequent

events degrade the original one, thus reducing – and eventually eliminating – the effectiveness

of the probe stimulus. A very natural definition of memory lifetime is, therefore, the time

that a probe stimulus elicits a response above chance; that is, above what one would have

observed if the event had never occurred.

While this definition is natural, it is hard to work with in practice, since it requires a

detailed model of network dynamics. We can, however, compute instead an upper bound

on the memory lifetime. This is the lifetime measured by an ideal observer, a hypothetical

entity with access to the strengths of all the synapses [? ]. Specifically, the lifetime is the

time that an ideal observer could detect some trace of the original event in the synaptic

strengths. Beyond that time, the memory trace would be effectively gone, and the network

could no longer be affected by a probe stimulus.

That’s the approach we take here: we compute the memory lifetime, as measured by an

ideal observer, for a range of synaptic models. Even with the massive simplification afforded
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by the ideal observer, though, we still need a number of simplifying assumptions to make

the analysis tractable. These assumptions are as follows:

First, synapses are modified only during “events”. It is most natural to think of an

event as the occurrence of something that must be remembered. For example, in a memory

task involving images, each time an image is presented a set of synapses would change

state; between images they would stay the same. This is not, in fact, much of a restriction;

incorporating synaptic changes between events would have little effect on our conclusions

(see Methods ??? [Peter???]).

Second, synaptic strengths are discrete, and take on only two values: weak and strong.

The synapses also have a set of internal states. These states do not affect strength, but they

do affect the probability that the synapses change strength. For example, if a synapse were

in a deeply depressed state, the probability that it would strengthen would be very low; if

it were in a lightly depressed state, the probability would be high. There is some evidence

for both discrete synapses (refs) and internal states (refs), although neither have been firmly

established.

Third, synapses are independent, meaning each time an event occurs, a random set of

synapses is chosen for modification, and they are modified independently. This assumption

is important because it allows us to bypass the hard problem of determining how network

and cellular dynamics affect synaptic strengths. Although independence is almost certainly

violated in realistic networks (refs: Rubin and Fusi, others), we leave the analysis of the

effects of correlations to future studies. Here, we follow the indpendence assumption (refs:

Fusi and Abbott, Amit and Fusi), and allow every synapse to evolve as if it is on its own.

With these assumptions, whenever there is an event, each synapse is updated indepen-

dently of all the others. Exactly how it is updated depends on the learning rule, which we

address next.

The learning rule

We consider a network of neurons in which plasticity is driven by pre- and post-synaptic

activity, and activity is driven by events in the outside world. Thus, an event produces

a particular pattern of activity in the network, and that in turn induces plasticity via a
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Figure 1: The learning rule. When a particular event occurs, the firing rates of the neurons in the light

blue region go up while those in the light red region go down. All connected pairs of neurons in the light blue

region are eligible for potentiation (e.g., pairs connected by the blue arrows). All connections from the light

red to the light blue region are eligible for depression (e.g., pairs connected by red arrows). For all other

pairs, the connections do not change (e.g., thin black lines). For clarity, only a subset of the connections

are shown. The quantities f0 and f1 are the fractions of neurons with elevated and reduced firing rates,

respectively.

Hebbian-like rule. For concreteness, we consider very simple patterns of activity: when

there is an event, the firing rates go up on a fraction f0 of the neurons, down on a different

fraction f1, and don’t change on the rest. Consistent with the independence assumption,

for each event all three sets of neurons are chosen randomly. Learning occurs only among

neurons whose firing rates change, and it is as follows: if the firing rate goes up on two

neurons, any connection that exists between them is eligible for potentiation; if it goes down

on one neuron and up on another, then the connection from the neuron with the lower rate

to the one with the higher rate, if it exists, is eligible for depression (see Fig. 1).

The qualifier “eligible” means that a synapse may change state, but does not have to.

This implies that the state changes are, in general, probabilistic, with synapses eligible for

potentiation tending to move toward higher connection strength (see the left panels of Figs.

2a and 3a for examples), and synapses eligible for depression tending to mover toward lower
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connection strength (right panels of Figs. 2a and 3a).

With this learning rule, the fraction of synapses eligible for potentiation is f 2
0 and the

fraction eligible for depression is f0f1. It is convenient to use f to denote the total fraction

eligible for either potentiation or depression, and f+ and f− to denote the relative fraction

eligible for potentiation and depression, respectively (by relative fraction, we mean that

f+ + f− = 1). These three quantities are related to f0 and f1 via

f = f 2
0 + f0f1 (10a)

f+ =
f0

f0 + f1
(10b)

f− =
f1

f0 + f1

. (10c)

We have, then, the following picture: when an event occurs, a fraction ff+ of the synapses

are eligible for potentiation, and they change state according to a transition diagram like the

ones shown in the left panels of Figs. 2a and 3a; a fraction ff− are eligible for depression,

and they change state according to a transition diagram like the ones shown in the right

panels of Figs. 2a and 3a; and nothing happens to the rest.

The memory trace

An important consequence of this learning rule is that memories are slowly erased: a synapse

that was strengthened on one event will, eventually, be weakened on a later one. How

long before they are totally erased? The answer is contained in the memory trace – the

number of strong and weak synapses in the pools eligible for potentiation and depression,

respectively. The core idea is that an event causes a particular pool of synapses to be eligible

for potentiation and a different pool to be eligible for depression, and as subsequent events

occur, an ideal observer would count the number of strong synapses in the first pool and the

number of weak synapses the second. When those numbers decay below some threshold, the

memory would be effectively gone.

The number of strong and weak synapses in the pools eligible for potentiation and de-

pression, respectively, should provide all the information one needs to determine whether or
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not an event had occurred. However, there is a slight twist, in that these numbers must be

compared to something. Here we assume, following [? ], that the event of interest is preceded

by a very large number of random events. We are, essentially, considering memories of rather

mundane events (such as what we had for breakfast) that occur often, have been going on

for a long time, and we make no special effort to remember [? ]. Those random events

ensure that the synapses have reached an equilibrium, meaning the number of synapses in

each state is approximately equal its long time average.

Given the equilibrium assumption, we can define the memory trace quantitatively as

follows. Let n+(t) be the number of strong synapses in the pool eligible for potentiation and

n−(t) be the number of weak synapses in the pool eligible for depression. Here t is (discrete)

time, as measured by the number of events that have occurred since the event of interest.

The signal in the two pools is the difference between these numbers and their equilibrium

values. Using n±
eq to denote the equilibria, the signals in the pools eligible for potentiation

and depression, denoted S+(t) and S−(t), are

S±(t) = n±(t) − n±
eq . (15)

The memory trace, or total signal, denoted S(t), is a linear combination of S+(t) and S−(t),

with coefficients chosen to maximize the ratio of the mean value of S(t) (the signal) to its

standard deviation (the noise). The coefficients are proportional, as usual, to the inverse of

the variance; the idea being that smaller variance signals should be weighted more heavily.

Thus, the coefficient in front of S+(t) is inversely proportional to its variance, and similarly

for the coefficient in front of S−(t). As we show in Methods (see Eqs. (185) and (330)), this

leads to a weighting of the form

S(t) = f−S+(t) + f+S−(t) . (20)

This somewhat counterintuitive weighting arises because variability increases with the

number of synapses. Thus, while increasing f+ increases the signal in the potentiated pool,
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it also increases its variance, and so results in a coefficient of f− (which is equal to 1 − f+),

in front of S+(t); a similar argument applies to the coefficient f+ in front of S−(t).

We can now define, quantitatively, the memory lifetime: it is the time at which the

signal to noise ratio falls below some value; that is, the time at which the mean value of S(t)

gets too close to its standard deviation. “Too close” is defined in terms of the maximum

acceptable false positive and false negative error rates, which we set to 2.9× 10−7, or about

one in three million, in all of our analysis and simulations (see the section “Why multi-state

and two-state synapses have about the same lifetime”). Note that other choices could be

exactly compensated for by a change in the total number of synapses (see Eq. (85)).

Memory lifetime depends on five quantities: f , the fraction of synapses eligible for change

when an event occurs; f+, the relative fraction of eligible synapses that can be potentiated;

the state transition diagram for potentiation (like the ones in the left panels of Figs. 2a and

3a); the state transition diagram for depression (right panels of Figs. 2a and 3a); and the

total number of synapses. Below we compute explicitly memory lifetime given these five

quantities. First, however, we provide two examples of synaptic models, one with two states

and one with multiple states. These illustrate the general features of learning and forgetting,

and the tradeoffs between the two.

Two-state synapses

The simplest possible synapse has only two states, weak and strong. The potentiating and

depressing state transition diagrams for such a synapse are shown in Fig. 2a. Let us first

examine learning and forgetting when potentiation and depression are maximal, meaning

all synapses eligible for potentiation end up in the strong state and all those eligible for

depression end up in the weak state. We use η to denote the probability of a transition for

an eligible synapse; for the maximal potentiation and depression we are using in this example,

η = 1 (Fig. 2a). We choose, for definiteness, f+ = 1/2. This makes the model “balanced”

with respect to potentiation and depression, so in equilibrium half the synapses are in the

strong state and half are in the weak state. A particular realization of the equilibrium is

illustrated in the left panel of Fig. 2b (time t = −1), which shows a set of 12,000 synapses

laid out in a two-dimensional grid (and decoupled from the underlying neuronal network,
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Figure 2: Two-state synapse. a. State transition diagrams for potentiation (left panel) and depression

(right panel). The index of the weak state is −1 and that of the strong state is 1. b. Synaptic states at

different time points for 12,000 synapses. The state transition diagrams have η = 1. Each pixel represents

a synapse, with strong synapses in white and weak ones in black. Because of the symmetry of the model

(f+ = f− = 1/2), on average the number of weak and strong synapses is the same. Thus, at t = −1 (in

equilibrium) each pixel is white with probability 1/2. At t = 0 the event of interest occurs, and a fraction

ff+ of the synapses are eligible for potentiation and a different fraction ff− are eligible for depression, with

f = 0.39; for ease of viewing, we have arranged them in a rectangle. Because η = 1, all synapses eligible for

potentiation become white and all those eligible for depression become black. At t = 1 (third panel), the

memory is partially erased, and at t = 5 (fourth panel), it is essentially fully erased. c. Same as panel b,

except η = 0.39. Note that the initial signal (t = 0) is weaker than in panel b, but the memory trace decays

more slowly. d. Memory trace (Eq. (20)) versus time. Green: η = 1 (as in panel b); black: η = 0.39 (as in

panel c).

something that is allowed by the independence assumption). The white pixels in this figure

correspond to strong synapses; the black ones to weak synapses.

The event of interest occurs at time t = 0 (second panel in Fig. 2b). For ease of viewing,

we have arranged all the potentiated synapses in one rectangle and all the depressed synapses

in another. When the next event occurs, a random set of synapses are potentiated and a
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different random set are depressed. Since f+, and thus also f−, is 1/2, the probability of

both potentiation and depression is f/2 . We have chosen f = 0.39, so, while the next event

(third panel in Fig. 2b, t = 1) degrades the memory, it does not destroy it. However, after

five time steps (and thus five random events), at t = 5, the memory is essentially gone.

In Fig. 2d we plot, in green, the memory trace, as defined in Eq. (20). The different lines

in this figure represent different realizations of the inherently noisy process of potentiation

and depression; their spread is a measure of the noise. The dashed horizontal line is the

threshold for detection of the memory trace: a signal above this trace indicates the existence

of a memory; a signal below it indicates either no memory or a memory that is not strong

enough to be reliably detected. Note that at t = 4 the memory trace is sufficiently above

the noise that it is easily detected, whereas at t = 5 it is detectable on only about half the

trials.

The very short memory lifetime in this example is due to the random switching to the

“wrong” state (to the depressed state in the potentiated pool and vice versa), which occurs

with probability f/2. There are two ways to slow down the rate of switching: decrease

the fraction of eligible synapses, f , or decrease the probability of potentiation or depression

at the eligible synapses, η. Here we choose the latter, and reduce η. This leads to the

following, slightly more complicated, learning rule: We again randomly choose a fraction f

of the synapses to be eligible for modification; of those, half are eligible for potentiation and

half for depression (since we still have f+ = f− = 1/2). We then potentiate a fraction η in

the eligible-for-potentiation pool and depress a fraction η in the eligible-for-depression pool,

with η < 1. The ideal observer knows which fractions were eligible for potentiation and and

depression, but does not know which were actually potentiated and depressed.

The immediate effect of having η < 1 is to reduce the initial signal, as can be seen from

Fig. 2d, and also by comparing the second panels in Figs. 2b and 2c. However, it is still

easy to see the memory trace. And, more importantly, because η < 1, fewer synapses change

state during each event, and so the memory trace lasts longer: it is visible all the way out

to t = 5 (right panel in Fig. 2c). This can also be seen in the black trace in Fig. 2d. These

traces indicate that it is possible to detect the memory out to about t = 7.

Although decreasing η, and thus the decay rate, caused the memory lifetime to go up in
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this example, that relationship reverses when η gets too small. That’s because the initial

signal – the signal at time t = 0 – also drops with η. This highlights a very general feature of

memory storage in synapses: there is a tradeoff between learning (whose magnitude is given

by the strength of the initial signal) and forgetting (the rate of memory decay) [Ref: Amit

and Fusi]. In particular, fast learning (large η in this model), leads to fast forgetting (large

decay rate). Slow learning leads to slow forgetting, but if learning is too slow, the initial

signal is not sufficiently large to create a memory in the first place.

Multi-state synapses

The learning/forgetting tradeoff clearly applies to two-state synapses, but does it also apply

to more complicated, multi-state synapses? As shown by Fusi, Drew and Abbott [? ], it

doesn’t have to – so long as there are fast and slow state transitions within a single synapse.

That’s because the fast transitions occur easily when there is an event, leading to large initial

signal, and the slow ones do not, allowing the retention of memories for a long time.

In the Fusi-Drew-Abbott model, the probability of making transitions into and out of

“deeper” states decreases exponentially: for states of depth d, these probabilities are pro-

portional to xd with x < 1 (see Fig. 3a and Eq. (105)). This exponential falloff in transition

probabilities can be seen in the initial signal: Fig. 3b shows, for an 8-state model, the number

of synapses in each state immediately after potentiation and depression. Shallow states have

signals that are exponentially larger than deeper ones. However, the signals in the shallow

states decay much more rapidly than those in the deeper states, so after 8800 events, it is

the the deeper states that are carrying the remaining trace of the event.

To see how this affects memory lifetime, in Fig. 4a we plot the signal (Eq. (20)) versus

time for a two-state and an 8-state synapse. As expected, the 8-state synapse has higher

initial signal. Note, however, that the initial decay of the 8-state synapse is much faster than

that of the two-state synapse. This is easiest to see in Fig. 4b, where we plot the log of the

signal versus time. While the 8-state synapse shows an initial rapid decay, asymptotically

its decay rate is the same as that of the two-state synapse.

Quantitatively, the reason for the rapid initial decay is that the signal to noise ratio for

an n-state synapse can be decomposed into the sum of n − 1 decaying exponentials (refs)
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Figure 3: Multi-state model. a. The transition probabilities for an 8-state model. The left panel corre-

sponds to potentiation; the right to depression. The state index corresponds to a state’s depth; negative

indices are used for weak synapses, and positive indices are used for strong synapses. The self-transitions

(shown in gray) are chosen so that the total probability of leaving a state adds up to 1 (e.g., for the po-

tentiating diagram the self-transition for state 1 is 1 − ηr+x/(1 − x), while for the depressing diagram it

is 1 − η). Different models have different values of η and r± (see text, especially Eq. (22)). The full state

transition diagram, denoted M, combines potentiation and depression with f+M+ + f−M−; see Methods,

Eq. (110). b. Learning and forgetting in multi-state models. The left panel shows the equilibrium numbers

of synapses for an 8-state model. The center panel shows the distribution of states immediately after an

event: for synapses in the potentiating pool (top) there is a shift toward higher strength; for those in the

depressing pool (bottom), there is a shift toward lower strength. Note that the more plastic states, those

near the top of the state transition diagrams in panel (a), show the greatest changes, and thus carry most

of the signal. However, after k = 8800 more events, as shown in the right panel, the majority of the signal

resides in the deeper states, those that are less plastic. Note the change of scale on the y-axis between the

middle and right panels.

(see Eq. (40)). For the model used in Fig. 4bOf these, n − 2 of these are rapidly stripped

away, leaving, at long times, only the term with the lowest decay rate.[No more enhanced
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Figure 4: Comparison of an 8-state (green) and two-state (black) models. a. Mean signal, Eq. (20), versus

time, on a linear scale. The 8-state synapse has much higher initial signal than the two-state one, but it

decays much faster. b. Same two quantities, but on a log scale (and for longer times). Here it is much easier

to see the initial fast decay of the 8-state model. The dashed red and cyan lines are two different thresholds

(corresponding to different numbers of synapses; see text). Note that the relative advantage of the 8-state

model over the two-state model – the ratio of the memory lifetimes at threshold – decreases as the threshold

drops. For both models we used N = 2 · 107 synapses, f = 0.01, and f+ = 1/2; for the two-state synapse we

used η = 0.0079 and for the 8-state synapse we used x = 0.23 and η = r± = 1. [full numbers should be on

the x-axis (i.e., drop ×104)]

model. This is true for ALL models, not just the one in F. 4b]

Because of the multi-exponential decay, whether or not the initial signal has a large effect

on memory lifetime depends strongly on the threshold for the detection of a memory. By

adjusting the threshold (which we can do by changing the number of synapses; see Methods),

we can uncover two regimes. In the first, the threshold is high (red line in Fig. 4b). In this

regime, the signal for the two-state synapse is never above threshold, while that of the

8-state synapse stays above threshold for a finite amount of time. Here, having multiple

synaptic states clearly confers a huge advantage. In the second, the threshold is low (cyan

line in Fig. 4b) – so low that that the rapidly decaying components of the 8-state synapse

are gone by the time the signal hits threshold. In this regime, the memory lifetime is still

extended, but it is extended by a relatively small amount. Moreover, because the slopes
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are the same, the amount [What amount. Please change: this amount / the amount of

extension. Currently it is lacking...] does not change as the threshold drops, so the relative

improvement of the multi-state model becomes smaller as the threshold decreases. Since

the threshold goes down when the number of synapses goes up (because the signal to noise

ratio increases; see Methods), as the number of synapses increases it would seem that the

advantage of multi-state synapses with respect to memory lifetime decreases.

Quantitative comparison between multi-state and two-state synapses

The analysis in the previous section was essentially anecdotal: we compared multi-state and

two-state synapses for one particular set of parameters. Here we ask the more quantitative

question: how does the maximum lifetime of an n-state model depend on n? Here “max-

imum” is with respect to the parameters of the model. Unfortunately, it is not easy to

answer this in complete generality. That’s because an n-state model has on the order of n2

parameters, since there is one parameter for the transition probability between each pair of

states. We focus, therefore, on a set of parametric models – models in which the transition

probabilities depend on only a few parameters. We describe, quantitatively, these models,

and compute their maximum lifetimes.

We consider two multi-state models, that were originally proposed by Fusi et al. [? ].

The two models, whose state transition diagrams are shown in Fig. 3a, have the same set

of allowed transitions. What differs (slightly) between them are prefactors on the transition

probabilities – the factors of η and r± in Fig. 3a. We refer to them as the standard and

modified models, with prefactors given by (respectively)

standard: η = 1; r± = 1 (22a)

modified: η = 1; r± = f∓/f± . (22b)

As for comparisons to the two-state model, we note that two-state limit of the standard and

modified models is parameter free (it corresponds to η = 1 in Fig. 2a). Consequently, instead

of computing the lifetime of a multi-state synapse with n = 2 states, we use the two-state
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model. In this case, we allow the parameter η to vary in the range 0 < η < 1 and use this

parameter to access the maximum memory lifetime the two-state model may offer.

For each model, we compute the memory lifetime as a function of the number of states,

maximized with respect to the model parameters (x, and, for the two-state model, η). As

discussed above, “lifetime” depends on the threshold. In all our simulations, the threshold

was set such that the false positive and false negative error rates were both about one in

three million (see next section). Different choices for the error rates would have very little

effect on our results, since changing those rates could be compensated for by changing the

total number of synapses (see Eq. (85)). In addition, for all simulations we use f at 0.01,

which corresponds to about 10% of the neurons being responsive for each event (see Eq.

(10a)). This is not, however, a critical parameter: f simply scales time (Eq. (225)) and the

effective number of synapses (Eq. (85)), both by a factor of 1/f .

We first consider the balanced case, for which f+ = f− = 1/2 (thus ensuring that strong

and weak synapses occur with equal probability). We examine only the standard model,

since, for the balanced case, the standard and modified models are identical (see Fig. 3a and

Eq. (22) and note that for the modified model, when f+ = 1/2, r+ = r− = 1). The memory

lifetime, optimized with respect to x and η, is plotted in Fig. 5a. The salient feature of this

plot is that memory lifetime does not depend strongly on the number of states; it increases

by a factor of at most about three (Fig. 5b) relative to the two-state model. The optimal

value of x grows with the number of states (Fig. 5c). However, for the standard model, x

can not exceed 1/2 (because if it did some of the transition probabilities would exceed one;

see Fig. 3a), and once this bound is reached the memory lifetime begins to decrease.

Why multi-state and two-state synapses have about the same lifetime

These numerical results indicate that multi-state synapses confer only a modest advantage

when it comes to memory lifetime, a factor of about three at most. On the surface this

is somewhat surprising, given that multi-state synapses are considerably more complicated,

and have much richer temporal dynamics, than two-state ones. Figure 4 suggested one

reason for the modest improvement: what really matters is the smallest decay rate, and it

may be the case that adding states simply doesn’t have much effect on that quantity. Here
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Figure 5: Memory lifetime versus number of states for f+ = 0.5 and f = 0.01, for the standard model.

In all panels, the colors code for the number of synapses: red, 1011; black, 1010; green, 109; blue, 108. a.

Memory lifetime, measured in number of events versus number of states, maximized over model parameters

(x, or, for the two-state model, η). b. Ratio of maximal memory lifetime for the n-state model, t∗
n
, to that

of the two-state model, t∗2. c. Optimal value of x. For the n = 2 data point, we plot the value of η, which is

the relevant parameter for the two-state model.

we quantify – and expand on – this intuition.

Our starting point is the normalized signal – S(t) divided by its standard deviation –

which we denote z(t). It is given by

z(t) ≡
S(t)

σ
(40)

where σ, the standard deviation of the signal, S(t), is given in Eq. (332). With this definition,

z(t) has unit variance. In addition, because it is the sum of a large number of independent

random variables (it is, essentially, the number of strong and weak synapses, which are

uncorrelated because of the independence assumption), it is Gaussian.

The distribution of z is plotted in Fig. 6 for three time points: before the event of interest

occurs (red curve), immediately after it occurs (dashed blue curve, time t = 0), and at a

later time (solid blue curve, time t = t∗). This figure suggests a natural way to detect a

memory: put a threshold at z = C, and say that a memory is present if z ≥ C and not

present if z < C. Because z is Gaussian with unit variance, the false positive rate is given

by the complement to the cumulative normal function evaluated at C. Defining
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Figure 6: The distribution of z(t), the signal-to-noise ratio (Eq. (40)). Before an event occurs the system is

at equilibrium (red), and the distribution is centered around zero. After an event occurs, the signal-to-noise

ratio is increased (z(0) - dashed blue). As the memory decays, the distribution moves toward equilibrium.

At the memory lifetime, t = t∗, the distribution is centered around z = 2C (z(t∗) - solid blue).

H(C) ≡

∫ ∞

C

dξ e−ξ2/2

(2π)1/2
, (50)

we see that the false positive rate is H(C). We used C = 5, corresponding to H(C) =

2.9 × 10−7, and thus a false positive rate of about one in three million.

What about the false negative rate? As Fig. 6 shows, that depends on time: the longer we

wait, the larger the false negative rate. This makes the memory lifetime somewhat arbitrary,

but a natural definition is the time at which the false negative rate is equal to the false

positive rate. As can be seen from Fig. 6, this occurs when the mean value of z is equal to

2C. Thus, the memory lifetime, denoted t∗, is given implicitly by

z(t∗) = 2C (60)

where z(t) is the mean value of z(t) – the signal to noise ratio.

We show in Methods that, for an n-state model, the signal to noise ratio is given by
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z(t) = (Nff+f−)1/2
n−1
∑

k=1

βke
−λkt (70)

where λk and βk are the decay rate and weight associated with the kth exponential term, and

N is the total number of synapses. (This expression can be derived by dividing Eq. (330)

by (332)). The key observation is that at long times, only the term with the smallest decay

rate – or, more accurately, the decay rate with the smallest real part – makes a contribution

to the signal, since the faster decaying terms have died out (see Fig. 4b). Letting λ1 be the

smallest decay rate, we have, in the large time limit,

z(t) = (Nff+f−)1/2 β1e
−λ1t . (80)

Inserting Eq. (80) into (60) and solving for t∗, we see that

t∗ =
1

λ1

[

log β1 +
1

2
log

Nff+f−
4C2

]

. (85)

This expression tells us that the optimal model has β1 large and λ1 small. Why can’t we

simply adjust the parameters of the model to achieve this? The answer is that β1 and λ1

are coupled: increasing β1 (the initial signal) automatically increases λ1 (the decay rate).

That they must be coupled is clear; otherwise, we could fix β1 and make λ1 arbitrarily

small, thus making the memory lifetime arbitrarily long – something that is impossible from

first principles. It is this coupling that produces the learning/forgetting tradeoff discussed

above.[This would be loopy. We have showed the tradeoff for the two-states model, but the

cascade is supposed to be a break away from that. At this point you can’t yet assume the

tradeoff, the same tradeoff, exists. The ”first principles” sentence is enough, and we go on

to prove the tradeoff next.]

From Eq. (85), we see that – all else being equal – the larger the ratio β1/λ1, the longer

the memory lifetime. The relevant question, then, becomes: for what set of parameters is

the ratio β1/λ1 largest? Stated like this, there is no a priori reason for multi-state synapses
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Figure 7: The eigenvalue spectrum of a multi-state model. a. An eigenvalue spectrum that allows for

an exact solution (see text). We start with a ”degenerate” model (M0) that has two eigenvalues equal to

1 (left). This model is perturbed (M0 + δM), such that the eigenvalues are slightly changed (right). As

a result, only one eigenvalue equals 1. A large gap exists between the first two eigenvalues, and the rest

(λ2 ≫ λ1). This procedure is detailed at length in the Methods. b. The actual eigenvalue spectrum of the

standard model, with f+ = 1/2 and x = 1/2. Only the first few eigenvalues are presented. The spacing is

increasing geometrically.

to have especially large ratios. And, indeed, we saw in Figs. 5-7 our numerical results that

the multi-state models we considered did not, in fact, have a much longer memory lifetime

than two-state models.

An exactly solvable multi-state model

We can gain insight into why multi-state models don’t offer much improvement by considering

a limiting case: state transition diagrams for which which λ2 ≫ λ1, where λ2 is the next

largest decay rate after λ1 (Fig. 7a). In this case, there are only two effective terms in

the expression for z(t) (Eq. (70)), and we can show, using standard degenerate matrix

perturbation theory, that the optimal ratio β1/λ1 is independent of the number of states

(see Methods). Consequently, we arrive at the following conclusion: the optimal memory

lifetime is independent of the model size.

While the condition λ2 ≫ λ1 is too restrictive to draw completely general conclusions,
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what it suggests is that memory lifetime is determined by the effective number of terms

that contribute to the dynamics. For the multi-state model considered here, numerical

analysis shows that the eigenvalues typically increase geometrically – the kth eigenvalue

scales approximately as xn−k (see Fig. 7b). This implies that only a handful of terms

contribute to the dynamics, which is consistent with the small increase in memory lifetime.

The extent to which this is true quantitatively will require further investigation.

The non-balanced case

To see whether deviating from balance can improve memory lifetime, in Fig. 8 we carry out

the same analysis but with f+ = 0.9. At least for this value of f+, it doesn’t. In fact, memory

lifetimes are actually smaller on an absolute scale (compare the left column of Fig. 8 with

that of Fig. 5). Moreover, as we can see in Figs. 8b and e, the relative memory lifetimes –

the ratio of the memory lifetime of the n-state synapse to that of the two-state synapse –

are also smaller: they never reach the factor of three we saw in Fig. 5, and, for the standard

model, the multi-state synapses fare especially badly, dropping to less than 5% at n = 30.

To determine whether this result is specific to the value of f+ we chose, or a general trend,

in Fig. 9 we plot optimal memory lifetime, relative to the two-state synapse, as a function

of f+. We consider models ranging from 2 to 30 states, and values of f+ ranging from 0.5 to

0.95. For both models – standard and modified – the best performance is for the balanced

case, f+ = 1/2. In fact, large values of f+ lead to particularly short lifetimes, especially

when the number of states is large. Note that exactly the same results are obtained when

f− (which is equal to 1 − f+), ranges between 0.5 and 0.95. The choice to study the case

when f+ ≥ f− only reflects an assumption that more neurons elevate their firing rate when

an event happens; this, however, can be reversed without affecting our results.

The decrease in memory lifetime with f+ for the standard and modified models suggests

that these models are particularly sensitive to the value of f+. In fact, when f+ is large,

multi-state models are actually penalized for having more states, as can be seen in Figs.

8b-e and 9a-b. This should be contrasted with the two-state model, for which the memory

lifetime turns out to be completely independent of f+ (see Eq. (750), Methods). In the next

section we explain the mechanisms underlying this behavior.
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Figure 8: Memory lifetime versus number of states for f+ = 0.9 and f = 0.01. Top set of panels: standard

model. Lower set of panels: modified model. As in Fig. 5, the colors code for the number of synapses: red,

1011; black, 1010; green, 109; blue, 108. a, d. Memory lifetime measured in number of events versus number

of states, maximized over model parameters (x, or, for the two-state model, η). b, e. Ratio of maximal

memory lifetime for the n-state model, t∗
n
, to that of the two-state model, t∗2. c, f. Optimal value of x. For

the n = 2 data point, we plot the value of η, which is the relevant parameter for the two-state model.

Why multi-state synapses are more sensitive to f+ than two-state synapses

The parameters f+ and f− define the size of the pools of synapses eligible for potentiation

and depression, respectively. They also affect the equilibrium frequencies of the synaptic

states - how many synapses are in each state, on average. The equilibrium is important,

not only as the background against which we compare the signal (Eq. (15)), but also as the

starting point for learning new events. The state transitions upon a new event depart from

the equilibrium distribution (see Eq. (140)), so the frequency of the different states affect

how many of the different transitions happen, on average.

When a perfect balance between potentiation and depression exists – f+ = f− = 1/2

– all synaptic states are as likely (occurring with frequency 1/n). As a result, when an

event happens, all state transitions are given the same opportunity. This allows for optimal

combination of fast and slow components, and the standard model performs ideally (Fig. 5).
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Figure 9: Ratio of n-state to 2-state memory lifetime for standard (panel (a)) and modified (panel (b))

models. In all panels f = 0.01 and there were 109 synapses. Blue: two-state model. Green: 16-state model.

Red: 30-state model. Gray: all other model sizes. As in Figs. 5 and 8, memory lifetime was optimized with

respect to model parameters. Note that the memory lifetime of the two-state model is independent of f+,

something that is not particularly obvious but is shown in Methods, Eq. (750).

The situation is quite different when the balance is not kept. When potentiation is more

abundant than depression (as we generally assume here; but the same arguments hold for

the opposite case), we have that f+ > 1/2 and f− < 1/2. This is of course reflected in the

equilibrium distribution, where positive states – states corresponding to strong synapses –

are now more frequent than negative states. The question is – how much more frequent?

For the two-state model, the equilibrium distribution follows f+. That is, the probability

of strong synapses is f+, and that of weak synapses is f−, precisely. However, for the standard

multi-state model, the equilibrium distribution is skewed: the probability of strong synapses

(combined probabilities of all positive states) is larger than f+.

This phenomenon intensifies as f+ is increased, and for models with more states (see Fig.

10a). Further more, the equilibrium distribution is centered on one state mostly - the deep

most positive state (examples for this are given in Fig. 10b). This means that most synapses

will be found in this state. This aspect, as well, is intensified when f+ is increased and as

the synapse has more states.

The effects of the skewed equilibrium distribution act together to weaken the initial signal.

In the pool of synapses eligible for potentiation, most synapses are already potentiated, and

are likely to be in the deep most state - the most potentiated state. As a result, these

synapses can not be potentiated much more, and therefore the positive signal (S+) is much

smaller.
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In the pool of synapses eligible for depression there are plenty of potentiated synapses,

that are candidates for depression. However, these synapses are mostly locked down in the

deepest positive state. In this state, the probability for transition out to a depressed state

is the lowest (see Fig. 3). Therefore, only few synapses will actually undergo depression.

So again, the negative signal (S−) is very weak. Further more, the probability for out-going

transition from the deepest state is proportional to xn/2 (where n is the number of states the

model has). This means that increasing the number of states (n) only makes this probability

smaller, and the negative signal weaker.

The negative effects of the skewed equilibrium distribution outweigh the positive (mainly,

the noise is lower). As a consequence, the standard multi-state model provides worse memory

lifetime, when f+ is increased. In this regime, memory lifetime is further diminished when

the number of states is increased. Eventually, when f+ is large enough – the exact value of

f+ depends on the number of states a synapse has – the lifetime of the multi-state synapse

becomes lower than that of the two-state synapse (note the crossing of the blue line in Fig.

9).

This problem is inherent in the standard multi-state model. The reason for this, is the

fact that transition probabilities are falling off exponentially – the probabilities of switching

out of state of depth d are proportional to xd, with x < 1. Therefore, it becomes increasingly

difficult to leave deeper states, if a synapse reaches them. When there is no balance between

potentiation and depression, most synapses quickly accumulate – get stuck – in the deepest

state of the preferred side. Therefore, the equilibrium distribution becomes very skewed

towards the side (potentiated or depressed) that is preferred.

The other multi-state model we consider here is an attempt at solving this problem. In

the modified model, we further tune transition probabilities with respect to a particular f+

value (namely, setting r± = f∓/f±). With this modification, the equilibrium distribution

now follows f+ (that is, all positive states are as likely to occur, and their probabilities sum

to f+; see Fig. 10c), and the problem is averted. However, this tuning does not come at no

cost; it imposes a constraint on the model parameter x – it must hold now that x ≤ f− (this

constraint is in place to ensure that transition probabilities remain lawful). This limitation

is important: the probability of every state scales as 1/n, as all n/2 positive (or negative)
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Figure 10: The equilibrium distribution of the standard model. The equilibrium distribution was calculated

with x = 1/2, for a range of values of f+ and n. a. The probability of strong synapses – p+, combined

probabilities of all positive states – as a function of f+. Black line - two-state model. Blue dotted lines:

n-state models, ordered from n = 4 (overlapping the black line) to n = 30 (furthest away from the black

line). b. The full equilibrium distribution, computed at f+ = 0.9. The blue bars represent the relative

frequencies of the different synaptic states, for models with n = 8, 14 and 20 states. c. The full equilibrium

distribution for the modified model, tuned for f+ = 0.9. Same number of states as in panel (b). In this case,

p+ is always 0.9, falling on the black line in panel (a). Therefore, the probability of every synaptic state falls

as 1/n.

states are as likely to occur. As the number of states is increased, the signal is weakened,

and as a result x must grow, so maximal lifetime can be achieved. However, when x reaches

its ceiling and can not grow further (Fig. 8f), the signal is diminished and memory lifetime

begins to decrease (Fig. 8e). Note, as well, that the modified model is tuned to a particular

value of f+. If f+ does not match r± for some reason, the equilibrium distribution becomes

skewed, exactly as it does for the standard model.

The performance of the two-state synapse, on the other hand, does not depend on f+.

As the equilibrium distribution follows f+ precisely, both signal and noise are proportional

to f+f−. As a result, the f+ dependency cancels out, and the memory lifetime depends only

on N , f and the transition probability η. η can be easily optimized with respect to the
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other parameters, so that maximal memory lifetime is achieved. We work out the analytical

solution for the two-state model in the Methods section.

Robustness

Although the multi-state synapses do not have much longer lifetime than two-state ones, it

is possible that they are much more robust. To test this, we perturbed the transition prob-

abilities with multiplicative noise, leading to a new set of transition probabilities, denoted

M̃ij , and given by

M̃±
ij =

M±
ij (1 + ξ±ij)

1 +
∑

i M
±
ij ξ

±
ij

(25)

where the ξ±ij are Gaussian random variables with zero mean and variance ǫ2, but truncated

at −1 to keep the M̃±
ij from becoming negative. The denominator ensures that

∑

i M̃ij = 1,

which in turn ensures that the state probabilities sum to 1. The results for the standard

model (with f+ = 1/2) are plotted in Figs. 11a and b. As can be seen in these plots, the

standard model is robust to perturbations, as is the two-state model. Even for large noise

(ǫ = 0.2), the mean decrease in memory lifetime is small – less than 10% – for the entire

range of model sizes (Fig. 11a). The variability in memory lifetime is also small: the ratio of

the standard deviation of the memory lifetime to the maximal lifetime is less than 20% even

when ǫ is as large as 0.2 (Fig. 11b). For the standard model, the standard deviation grows

linearly with the standard deviation of the noise. For the two-state model the growth is

quadratic. This is because the two-state model is optimal with respect to all its parameters,

as opposed to the standard multi-state model, which is optimal only within the model class.

We proceed to test the modified model, tuned for f+ = 0.9. As before, the modified model is

relatively robust – the mean changes to the memory lifetime are at about 10%, even for large

noise (Fig. 11c). The variability in memory lifetime, though, is increased significantly (Fig.

11d). The ratio of the standard deviation of the memory lifetime to the maximal lifetime is

as high as 70%; it is higher than the variability of the standard model (Fig. 11b) and the

two-state model (Fig 11d, black line). While the modified model does perform much better

than the standard model (with f+ = 0.9; see Fig. 8), the increased variability suggests that
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it is more sensitive to perturbation.
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Figure 11: Robustness under perturbation of the transitions probabilities, with zero-mean Gaussian noise

(see Eq. (25)). Left set of panels: standard model with f+ = 1/2. Right set of panels: modified model tuned

for f+ = 0.9. All points represent an average over 1000 realizations of the noise. a, c. Ratio of the mean

memory lifetime to the maximal lifetime of the unperturbed model, plotted versus the standard deviation of

the noise, ǫ. Gray: multi-state model, with all model sizes plotted on top of each other. Black: the two-state

model. b, d. Ratio of the standard deviation of memory lifetime to the maximal lifetime of the unperturbed

model, plotted versus the standard deviation of the noise, ǫ. Colors are the same as in panels (a, c). For

the unperturbed models, we used the optimal parameters found for N = 109 synapses, f = 0.01, and the

respective f+ (as in Figs. 5 and 8).

3 Discussion

Learning and forgetting in the brain are intimately related, in the sense that it is impossible

for biological systems to learn arbitrarily rapidly and forget arbitrarily slowly (refs). Here

we asked the question: what properties should synapses have if an organism is to learn

sufficiently fast and forget as slowly as possible? Here “sufficiently fast” has a functional

technical definition: it means learning is fast enough so that an ideal observer – an observer
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with access to the states of all the synapses – could determine that a memory had been

formed some time in the past. In other words, it means that learning was sufficient to create

a memory which the ideal observer can detect, at least initially.

What we found is that simple two-state synapses (synapses whose only possible values

are strong and weak) worked surprisingly well, in the sense that they exhibited very slow

forgetting. In fact, the memory lifetime of two-state synapses was within a factor of three

of the memory lifetime of the most complicated model we considered, one with 30 internal

states (see Figs. 5).

This result is somewhat surprising, as two-state synapses would seem to be especially bad

for retaining memories: whenever a synapse makes a transition from strong to weak or vice

versa, memory at that synapse is completely erased. However, at the level of a population

of synapses, the rate at which memories are erased can be decreased considerably if the

population is large and the probability of a transition is small. For example, in a network with

1010 synapses, a transition probability of 10−6 per event would imply that 10,000 synapses

change their weight each time an event occurs, and it would take about one million events to

erase them. Note that such a network is not especially large: it corresponds to one million

neurons and 10,000 connections per neuron, and occupies less than 0.1 cubic centimeters [?

]. [people seem to stick to the high range – C=104 – connectivity]

This example explains why two-state synapses can exhibit long memory, but it doesn’t

shed much light on the relatively small increase in memory lifetime afforded by complex

synapses. The answer has to do with what complex synapses are really good for, which is

the expression of multiple timescales. This allows them to learn fast (because of their short

timescales) and forget slowly (because of their long ones). However, if one focuses almost

completely on forgetting – as we did here – then multiple timescales don’t help much. Instead,

it is primarily the slowest timescale that determines memory lifetime. More precisely, what

matters is the ratio of the initial signal associated with the slowest timescale (β1 in Eqs. (80)

and (85)) to its decay rate (λ1 in Eqs. (80) and (85)). A priori there is no reason for complex

synapses to greatly enhance this ratio. Indeed, in a very simple, exactly solvable model,

we found that complex synapses had exactly the same memory lifetime as two-state ones.

It was only (relatively small[CAN WE SAY THIS???? MAYBE SOMETHING MILDER])
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departures from this exactly solvable model that produced the threefold increase in memory

lifetime observed in our simulations.

An important modelling decision, embodied in our learning rule, was to decouple the

parameters f (sparseness) and f+ (balance between potentiation and depression). The two

were often identified, in previous studies, with a single parameter corresponding to the

”coding level” of the neuronal activity (the probability of a neuron, in a given brain area,

being responsive to a stimulus). In the brain, these two parameters may indeed be coupled

through the neuronal coding level. However, their influences on the learning process, and on

memory lifetime, are very different. We find it valuable, therefore, to study the effects of f

and f+ separately.

The parameter f corresponds to sparseness, at the level of synapses. Essentially, it is

the fraction of synapses that participate in a memory, be it by undergoing potentiation, or

depression. As f is increased, more synapses are involved in the creation of every memory

and the initial signal is stronger. However, the amount of interference between different

memories is also increased, and therefore the rate of memory decay is higher. More precisely

(see Eq. (70)), f controls the number of synapses (Nf) that the ideal observer must follow;

but this number is also affected by changing the total number of synapses (N), as we do in

Figs. 5 and 8. The rates of decay (λk) are scaled by f ; this as well can be countered, by

re-scaling time (changing the units of time). Both effects, therefore, amount to a vertical

shift of the memory lifetime curves (Fig. 5a, Figs. 8a and d), that is independent of the

synaptic model. As a consequence, since we are interested in comparing different synaptic

models, f plays a lesser role in this study. In practice, we set f = 0.01, which corresponds

to about 10% of the neurons being responsive for every event (see f0 in Eq. (10)). This is a

realistic value, as neuronal coding level in the brain is observed to range between 0.01 and

0.2 in the hippocampus (refs), or even higher in other brain areas (refs).

The balance between the rates of potentiation and depression is governed by f+. Here we

see a strong impact for the model type. While the two-state synapse is entirely indifferent to

changes in the degree of balance, the standard model is very sensitive to the value of f+. As

we can see in Figs. 8–10, deviations from the balanced regime strongly affect the equilibrium

distribution, the strength of the initial signal and the memory lifetime. This sensitivity is



December 22, 2008. Version 11. Draft by Amit Miller and Peter Latham. 28

inherent to the standard model, as it is caused by the exponential falloff of the transition

probabilities, used here to express a wide range of timescales.

How likely is it, for the balance of potentiation and depression, to be an issue? We empha-

size here that the tresholds that translate neuronal firing into the different forms of plasticity,

in vivo, are largely unknown. In this context, therefore, there is no reason to assume the spe-

cial case of perfect balance between potentiation and depression. It is still possible that the

brain may tune multi-state synapses for a given level of balance. For instance, the modified

model is one such scheme (see also [Rubin and Fusi]). However, transition probabilities are

adjusted to a particular value of f+. If f+ changes, the modified model will face the same

problem. This indeed may happen, as the neuronal coding level fluctuates in the brain, and

f+ changes with it (see, for example, the analysis in [Romani,Amit,Amit]). Similarly, a neu-

ron needs to constantly maintain about 104 different synapses, with transition probabilities

arranged and tuned for a given f+. This task is not a trivial one, and therefore it may be

performed in an imperfect way. To this end, we investigated the robustness of the different

synaptic models to perturbations of their transition probabilities (Fig. 11). The increased

variability in memory lifetime suggests that this balancing act is indeed more difficult to

perform.

How do our results compare with previous studies? In [Amit,Fusi] the authors optimized

two-state synapses for attractor-type memories. The additional dynamical requirement in

this case – stability of the firing patterns – implies slightly different thresholds for memory

detection. But the essential problem of learning and forgetting is the same. As memories

will decay with exactly the same decay rates, our results can be applied to this setup, with

some modifications. Along these lines, [Rubin,Fusi] compared multi-state synaptic models

by examining the signal to noise ratio over the entire population of synapses (as we do here),

and for attractor-type memories. Similarly, using two-state synapses, [Romani,Amit,Amit]

implemented recognition memory by adapting the thresholds and relaxing the dynamical

requirement of attractor-type memory. These studies coupled f and f+ as the same param-

eter. The standard and modified models were originally described in [Fusi,Drew,Abbott],

and power-law decay profile was obtained, for a part of a memory’s lifetime. Their setup is

nearly identical to ours, with f = 1. In the context of sequence learning between different
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populations of neurons, [Leibold,Kempter] focused mainly on the effects of f , while poten-

tiation and depression were kept in perfect balance. Our model, with appropriate variable

translation, produces similar results. Memory lifetime scales approximately as f−1/2, over a

considerable range of f (see, for example, Eq. (770)). Eventually, as f becomes too small,

memory lifetime collaspes abruptly, when the initial signal is lower than the treshold. In a

recent study, [Barrett,Van rossum], the Shannon information capacity per synapse was mea-

sured for several synaptic models. The authors also calculated, for synaptic models of limited

number of states, the optimal transition matrix, by scanning the entire space of stochastic

matrices. It seems that the Shannon information capacity of two-state synapses behaves in

a qualitatively similar way to that of the optimal matrix they found. However, this setup is

somewhat different than ours, as synapses were allowed to have as many different weights as

internal states. Similarly, the Shannon information capacity measure is not fully equivalent

to our measure of memory lifetime, although both measures are related to the signal to noise

ratio.

So which do we expect the brain to use: complex, multi-state synapses, or simple, two-

state ones? If one is interested mostly in long memory lifetime, it seems that the two-

state synapse is nearly as good, but far more simple to implement. On the ground of

Occam’s Razor argument, the two-state synapse would therefore be the preferred model.

The simplicity of the two-state model also makes it less sensitive to the balance between

potentiation and depression (Figs. 8 and 9), and more robust to random perturbations (Fig.

11) of its transition probabilities. If one is interested in maximizing the initial strength of a

memory, or in its decay profile, then a multi-state synapse will be the preferred choice in some

cases. Note, however, that a heterogeneous population of two-state synapses, with different

transition probabilities (see [Fusi,Drew,Abbott]), may provide comparable behavior. Multi-

state synapses may still play an important role in more complex learning scenarios, including

hierarchical rehearsal or learning correlated memory patterns, and associative learning tasks

studying the interactions between different memory items.

It turns out, though, that this question can be answered experimentally, since the

two classes of synapses have very different signatures. Two-state synapses have only one

timescale, whereas multi-state synapses have several. Let us consider the following thought
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experiment: a single synapse is subjected, over a long period of time, to a random and

balanced sequence of potentiation and depression events. In this scenario, we are interested

in the times between synaptic weight switches. A two-state synapse, with a single, low,

transition probability will exhibit a rather wide exponential distribution of transition times.

A multi-state synapse, on the other hand, will produce a more composite distribution. For

a multi-state synapse, we expect a more peaked distribution, with more occurrences of short

transition times; and yet a long tail of the longer transition times. With enough data, it

would be possible to ascertain the number of participating timescales. This question might

be answered directly, of course, as molecular and physiological studies continue to advance

our understanding of the mechanisms underlying synaptic plasticity.

There are, of course, several caveats to this study. First, we used discrete rather than

continuous values synapses. This is not much of a restriction, as synaptic strength cannot

be set arbitrarily precisely. This implies that if one discretized synapses at a size on the

order of the uncertainty [Noise??] in synaptic strength, the resulting discrete model would

behave very much like the continuous model (see (refs – nature neuroscience paper, Varshney

Neuron paper)).

Second, we assumed that the synapses were uncorrelated. This assumption is almost

certainly not satisfied, as all synapses on any particular neuron are at least weakly coupled.

The uncorrelated assumption is likely to be best if the transition probability is small enough

that at most one synapses per neuron is likely to change state for a given event. And

even if the transition probability is high, there are learning rules that reduce the effects of

correlations (refs: rubin and fusi). Nevertheless, correlations are likely to play at least some

role in memory lifetime, and it will be important to understand exactly what that role is.

Finally, we assumed an ideal observer – a hypothetical entity with knowledge of the

strengths of all the synapses. This provided us with an upper bound on memory lifetime.

Just how tight that bound is, and the extent to which it depends on the synaptic model one

uses, are questions that need to be addressed if we are going to fully understand the long

memory lifetime exhibited by our brains.
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4 Methods

State transition probabilities

The state transition probabilities we used in our analysis are as follows. Let M±
ij be the prob-

ability of a transition from state j to state i. Here the superscripts “+” and “−” correspond

to the transition probabilities associated with potentiation and depression, respectively, as in

Fig. 3a. Following the convention in Fig. 3a, we use negative indices to correspond to weak

synapses and positive indices to strong synapses. Thus, the state index runs from −n/2 to

+n/2, excluding zero. With these definitions, we have, for an n-state synapse,

M±
±1,∓i = ηxi−1/(1 − xδi,n/2) i = 1 . . . n/2 (105a)

M±
±(i+1),±i = ηr±xi/(1 − x) i = 1 . . . n/2 − 1 (105b)

M±
∓i,∓i = 1 − M±

±1,∓i i = 1 . . . n/2 (105c)

M±
±i,±i = 1 − (1 − δi,n/2)M

±
±(i+1),±i i = 1 . . . n/2 (105d)

where δk,l is the Kronecker delta; it is 1 if k = l and zero otherwise. All transitions not

specified in Eq. (105) are zero. The relationship between Eq. (105) and the transition

diagram in Fig. 3a is as follows. Equation (105a) corresponds to the transitions that lead to

a change in synaptic strength – the ones into state 1 for potentiation and into state −1 for

depression. Equation (105b) corresponds to transitions into a deeper state – the downward

arrows in Fig. 3a. Equations (105c) and (105d) give the self-transitions, chosen to guarantee

that the columns of M± sum to 1 (i.e.,
∑

i M
±
ij = 1, independent of j).

The transition probabilities depend on the parameters x, r± and η. The different models

place different constraints on r± and η (see Eq. (22)). The only explicit constraint on x is

that it must lie between 0 and 1. There is, though, an implicit constraint on this variable

associated with the fact that all elements of M± must be be non-negative. Examining Eq.

(105), we see that what the non-negativity requirement implies for x depends on the model:
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standard: x ≤ 1/2 (108a)

modified: x ≤ min(f+, f−) . (108b)

Signal and noise

To find explicit expressions for the signal (Eq. (20)), and the noise (which is needed to

compute the memory lifetime), we write down time-evolution equations for the probability

distribution over synaptic states, and use those to compute the mean number of strong and

weak synapses relative to equilibrium (the signal) and its standard deviation (the noise).

Because the probabilities of being eligible for potentiation and depression, respectively,

are ff+ and ff−, the full transition matrix is ff+M+
ij + ff−M−

ij . It is, therefore, convenient

to define the matrix

M ≡ f+M+ + f−M− (110)

where M denotes the whole matrix. Then, using pi(t) to denote the probability that a

synapse is in state i (and p(t) to denote the entire set of probabilities), the update rule for

p(t) follows the standard rule for a Markov chain (refs),

p(t + 1) = (1 − f)p(t) + fM · p(t) . (120)

where “·” denotes the dot product. The factor 1− f in the first term is the probability that

a synapse is not eligible for either potentiation or depression; such synapses do not change

state.

After a long time – many iterations of this equation – p(t) asymptotes to its equilibrium

distribution. This distribution, denoted peq, is the fixed point of Eq. (120) (assumed to be

unique), and satisfies the equation



December 22, 2008. Version 11. Draft by Amit Miller and Peter Latham. 33

peq = M · peq . (130)

When an event of interest occurs, the pools of synapses eligible for potentiation and

depression acquire different probability distributions; it is this difference that create a de-

tectable signal. Denoting the two distribution p±(t), their values immediately after an event,

at time t = 0, are given by

p+(0) = M+ · peq (140a)

p−(0) = M− · peq . (140b)

Equations (120-140) give us a prescription for finding the time evolution of the probability

distribution over states.

To compute the signals S+(t) and S−(t) given in Eq. (20), we need to compute the

probability distribution over the number of strong and weak synapses. For that, we need to

translate from the probability distributions over states to the probability distribution over

the number of strong and weak synapses. Let n±
i (t) be the number of synapses in state i in

the potentiated (+) and depressed (−) pools at time t. As above, we adopt the convention

that positive indices correspond to strong synapses and negative ones to weak synapses (see

Eq. 105 and Figs. 2a and 3a). Thus, i runs from −n/2 to +n/2, excluding zero. To count the

strong and weak synapses, we define vectors w+ and w− with the property that w+
i is 1 if i

corresponds to a strong synapse and 0 otherwise, and the opposite for w−
i . More explicitly,

w+ ≡ (0, . . . , 0, 1, . . . , 1) (150a)

w− ≡ (1, . . . , 1, 0, . . . , 0) (150b)

where there are n/2 0’s and n/2 1’s in both w+ and w−.

With this definition, Eq. (15) becomes
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S±(t) = w± · [n±(t) − n±
eq] . (160)

Note that here n±(t) and n±
eq are vectors containing the number of synapses in each state; as

usual, + and − correspond to the pools eligible for potentiation and depression, respectively.

Memory lifetime is determined by the mean and variance of S±(t). To compute these,

we use the fact that the n±
i follow multinomial statistics: if there are a total of N synapses,

then

p(..., n±
−2, n

±
−1, n

±
1 , n±

2 , ...; t) = (Nff±)!
∏

i

p±i (t)n±

i

n±
i !

, (170)

with the restriction that the n±
i sum to Nff±. This restriction comes from the fact that

there are Nff+ synapses in the eligible-for-potentiation pool and Nff− in the eligible-for-

depression pool.

Given the distribution in Eq. (170), the mean and variance of S±(t), denoted S
±
(t) and

σ2
±(t), respectively, are easy to compute, and are given by

S
±
(t) = Nff±w · [p±(t) − peq] (180a)

σ2
±(t) = Nff±Var [w]

p±(t) (180b)

with

Var [w]p±(t) =
∑

i

p±i (t)(w±
i )2 −

[

∑

i

p±i (t)w±
i

]2

.

We now make the approximation that the variance is determined by the equilibrium distribu-

tion, an approximation that is valid because we are interested in the long time limit. We also

make use of the fact that (w±
i )2 = w±

i to simplify the expression for the time-independent

noise, and we find that

σ2
± ≡ Nff±p+p− (185)
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where the probabilities of strong (+) and weak (−) synapses at equilibrium are

p± ≡ w± · peq . (190)

To find an explicit expression for p±(t), we use an eigenvalue/eigenvector expansion. We

define γk, vk and v
†
k to be the kth eigenvalue, eigenvector and adjoint eigenvector of M,

respectively; they obey the equations

M · vk = γkvk (200a)

v
†
k ·M = γkv

†
k . (200b)

Using the standard normalization,

v
†
k · vl = δkl , (205)

combining Eqs. (120), (140) and (200), and defining λk via

e−λk ≡ 1 − f + fγk , (210)

we have

p±(t) =
∑

k

e−λktvkv
†
k ·M

± · peq . (220)

Note that

λk = − log[1 − f(1 − γk)] ≈ f(1 − γk) , (225)
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where the approximation is valid when λk is small. Since small λk, which corresponds to

long memory lifetime, is the regime we are interested in, we see that f simply scales the

eigenvalues (the decay rates). This is equivalent to scaling time as 1/f . Consequently, the

value of f has virtually no effect on the relative memory lifetimes of different models. Note

that γk does not depend on f .

Because M is a stochastic matrix (it is non-negative and its columns sum to 1), it has at

least one eigenvalue equal to 1 – here we will assume that it has only one such eigenvalue.

Let k = 0 correspond to that eigenvalue, which means γ0 = 1, and, therefore, λ0 = 0 (see

Eq. (225)). Since all the other λk are greater than zero, the term in Eq. (220) with λ0 = 0

must correspond to peq. We can thus rewrite Eq. (220) as

p±(t) = peq +
∑

k 6=0

e−λktvkv
†
k · M

± · peq . (230)

We can now insert this expression into Eq. (180a) to derive an explicit expression for the

mean signal, S
±
(t),

S
±
(t) = Nff±

∑

k 6=0

e−λktw± · vkv
†
k ·M

± · peq . (240)

This expression simplifies if we use two additional properties of stochastic matrices. First,

as can be seen from Eq. (130), the eigenvector of M corresponding to the unit eigenvalue,

v0, is the equilibrium distribution: v0 = peq. Combining this fact with Eq. (110), and using

M · v0 = v0 (Eq. (200)), we have

v
†
k · [f+M+ + f−M−] · peq = v

†
k · [f+M+ + f−M−] · v0 = v

†
k · v0 = 0 (250)

where the last equation comes from the the orthogonality condition, Eq. (205). Using Eq.

(250), we find, after a small amount of algebra, that

v
†
k ·M

± · peq = ±f∓v
†
k · [M

+ − M−] · v0 . (260)
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Second, because of the condition
∑

i Mij = 1, ∀j, the adjoint eigenvector with eigenvalue

1 (which, because of our convention, is v
†
0) consists of all 1’s. As can be seen from Eq. (150),

such a vector is just the sum of w+ and w−; that is, v
†
0 = w+ + w−. Combining this with

the orthogonality condition, Eq. (205), we see that

w+ · vk + w− · vk = 0 .

Inserting this expression, along with Eq. (260), into Eq. (240), we find that

S
±
(t) = Nff+f−(p+p−)1/2

∑

k 6=0

βke
−λkt (270)

where

βk ≡ (p+p−)−1/2w+ · vkv
†
k · [M

+ − M−] · v0 . (280)

The factor (p+p−)1/2 that appears in Eqs. (270) cancels with the factor (p+p−)−1/2 in the

definition of βk, so its value is not important here. It is included to simplify our final

expression for the signal to noise ratio given in Eq. (70). Equation (270) gives us the

somewhat surprising result that the mean signal in the potentiated and depressed pools are

the same.

We can now write down an explicit expression for the the mean value of the minimum

variance signal. This is just the linear combination of S+(t) and S−(t) weighted by the

inverse of their variances. Since σ2
+/σ2

− = f+/f− (see Eq. (185)), this weighting leads to the

expression given in Eq. (20). Combining Eq. (20) with (270), and using Eq. (185) for σ2
±,

we see that the mean and variance of S(t), denoted S(t), is given by

S(t) = Nff+f−(p+p−)1/2
∑

k 6=0

βke
−λkt , (330)

and its variance, denoted and σ2, is given by f 2
−σ2

+ + f 2
+σ2

−, which simplifies to



December 22, 2008. Version 11. Draft by Amit Miller and Peter Latham. 38

σ2 = Nff+f−p+p− . (332)

Dividing S(t) by σ gives us Eq. (70).

Memory lifetime in an exactly solvable multi-state model

Our approach so far has been to assume a particular parametric form for M+ and M−,

compute memory lifetime, and then optimize with respect to the parameters of the model.

While this provides us with the optimal memory lifetime within a model class, it doesn’t tell

us about the maximal attainable lifetime. The ideal approach would be, instead, to vary all

the parameters of the synaptic model. However, for an n-state synapse there are n(n − 1)

parameters, and so such an approach would require a search in a high dimensional space –

a search that carries no guarantee of finding a global optimum (but see refs: van Rossum).

Is there something in-between these extremes? Here we consider one possibility: an n-state

model with a decay-rate spectrum like the one shown in Fig. 7. For this model, it turns out

we can compute, analytically, the optimal memory lifetime. When we do that, what we find

is that the memory lifetime is independent of n.

Note that there is an additional twist on this approach relative to what we have done

in previous sections: we do not specify M±, but instead we assume that we know only M

(or, more accurately, its eigenvalue spectrum) and the relative fractions f+ and f−. We then

compute optimal memory lifetime by maximizing over the matrices M+ and M−.

Our starting point is an unperturbed n-state stochastic matrix, denoted M0. By “unper-

turbed” we mean that it has two eigenvalues exactly equal to 1. We then add a perturbing

matrix, which we denote δM. This breaks the degeneracy and produces an eigenvalue spec-

trum with only one eigenvalue equal to 1 and the other slightly smaller than 1, as shown in

Fig. 7. The key insight that makes this problem solvable is that only two eigenmodes, the

ones corresponding to the two largest eigenvalues, are important; the contribution from all

the others is O(δγ/∆γ) where δγ is the difference between the largest and second largest

eigenvalue and ∆γ is the difference between the largest and third largest (refs – degenerate

perturbation theory).
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The full stochastic matrix, denoted, as usual, M, is given in terms of M0 and δM as

M = M0 + δM . (410)

Because we are assuming that δM is small, in the long time limit there is only one exponential

that contributes to the signal, and we may write the signal to noise ratio (see Eqs. (80), (190),

(330) and (332)), as

z(t) = (Nff+f−)1/2 w+ · v1

(w+ · v0 w− · v0)1/2
v
†
1 · [M

+ − M−] · v0 e−f(1−γ1)t , (420)

where v0 is the eigenvector of M with eigenvalue 1, v1 and v
†
1 are the eigenvector and adjoint

eigenvector of M with eigenvalue γ1 (see Eq. (460) below), we used Eq. (225) for the decay

rate, and, as above, w+ and w− are vectors containing 0’s and 1’s (although, for generality,

here we do not require them to have exactly half their components equal to 0, although we

do require that w+
i +w−

i = 1). Our task is to compute the eigenvectors and eigenvalues, and

find the optimal M± and w±.

Our main tool, borrowed from quantum mechanics, is degenerate matrix perturbation

theory (refs). This theory starts with the unperturbed eigenvectors and adjoint eigenvectors,

for which we use uµ and u†
µ, µ = 0, 1,

M0 · uµ = uµ (430a)

u†
µ · M0 = u†

µ . (430b)

As usual, we adopt the normalization u†
µ · uν = δµν .

To proceed, we need an important property of M0, which is that it nearly block diagonal,
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M0 =











M′ 0 M ′′′

0 M′′ M ′′′′

0 0 M ′′′′′











. (445)

where M′, M′′, etc., are arbitrary matrices (with, of course, non-negative elements, and

chosen so that the columns of M0 sum to 1). Although it is not immediately obvious that

a stochastic matrix with two eigenvalues equal to 1 must have this form, it is not hard to

show. It is also relatively intuitive: to have two eigenvalues equal to 1, the corresponding

states must not mix.

The last column of the matrix correspond to states that, in equilibrium, have zero proba-

bility. For convenience, we assume that such states do not exist, since including them would

only lead to more complicated notation, but would not change our result. This means we

are considering unperturbed matrices that are truly block diagonal. Therefore, without loss

of generality, we can let u0 correspond to the upper left block and u1 correspond to the

lower right block. This makes the uµ true probability distributions – all their elements are

non-negative, and we can, without loss of generality, choose a normalization such that their

components sum to 1. Moreover, it implies that the u†
µ consist of all 1’s, which follows from

the fact that the columns of a stochastic matrix must sum to 1. In addition, because of our

assumption that M0 is block diagonal, we must have

w = u
†
0 + u

†
1 . (440)

While M0 has two identical eigenvalues (both equal to 1), M has two different eigenvalues

(one equal to 1 and one slightly smaller). The two eigenvalues of M, denoted γ0 and γ1, and

their associated eigenvectors, denoted v0 and v1, obey the equation

(M0 + δM) · vµ = γµvµ . (460)

To solve this eigenvalue equation, we make use of the fact that if δM is sufficiently small, the
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vµ are linear combinations of the uµ – something that is guaranteed by degenerate matrix

perturbation theory (refs). We thus write vµ =
∑

ν aµνuν (with, as usual, µ, ν = 0, 1),

operate on both sides of Eq. (460) with u
†
0· and u

†
1·, and solve the resulting set of equations

for aµν and γµ.

The key quantity that comes out of these manipulations is the 2 × 2 matrix

ξµν = u†
µ · δM · uν . (465)

The eigenvalues of this matrix correspond to γµ − 1; the eigenvectors to aµ0 and aµ1. To

simplify the resulting expressions for these quantities, we use Eq. (440) and the fact that

w · (M0 + δM) = w · M0 = 1, which implies that w · δM = 0; i.e. the columns of δM sum

to zero. Combining these observations with Eq. (465) leads to

ξ0ν + ξ1ν = 0 , (470)

which in turn implies ξ00 = −ξ10 and ξ11 = −ξ01. These conditions on ξµν lead to very simple

expressions for the eigenvalues, eigenvectors and adjoint eigenvectors of M. Defining

ρ ≡
ξ01

ξ01 + ξ10
, (480)

it is not hard to show that one set of eigen-quantities corresponds to the unit eigenvalue,

γ0 = 1 (490a)

v0 = ρu0 + (1 − ρ)u1 (490b)

v
†
0 = u

†
0 + u

†
1 , (490c)

the other to an eigenvalue slightly less than 1,
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γ1 = 1 − (ξ01 + ξ10) (500a)

v1 = u0 − u1 (500b)

v
†
1 = (1 − ρ)u†

0 − ρu†
1 . (500c)

Given the form of Eq. (480), it is important to note that both ξ01 and ξ10 are non-negative

(we will also need this condition below). To see that this is the case, note that, when µ 6= ν,

the inner product ξµν = u†
µ · δM · uν picks out only those components of δM that lie in the

0-blocks of M0, so those elements must be non-negative (see Eq. (445)). Since all elements

of uµ and u†
µ are also non-negative, ξµν must be non-negative when µ 6= ν. Since we assume

that δM 6= 0, it is clear that for µ 6= ν, it must hold that 0 ≤ ξµν ≤ 1.

The next step is to insert Eqs. (490) and (500) into Eq. (420) and simplify the resulting

expression. There are two relevant terms in Eq. (420), one involving M± and one involving

w±. We start with the one involving M±. The behavior of this term is complicated by

the fact that we don’t know either M+ or M−. However, because we are interested in

the optimal model, we can adjust M± to maximize the right hand side of Eq. (420), as

this will give us the optimal n-state model. This is made possible by using the relation

f+M+ + f−M− = M0 + δM, which in turn implies that, when µ 6= ν,

u†
µ · [f+M+ + f−M−] · uν = u†

µ · [M0 + δM] · uν = ξµν . (510)

The second equality follows from the definition of ξµν given in Eq. (465) and the fact that,

for µ 6= ν, vµ · M0 · vν = vµ · vν = 0.

To see how to make use of Eq. (510), we need to express the M±-dependent portion of

Eq. (420) in terms of uµ · M± · uν with µ 6= ν. To do this, we use the fact that both M+

and M− are stochastic matrices, which means their columns sum to 1. Combining this with

Eq. (440) tells us that (u†
0 + u

†
1) · M

+ = (u†
0 + u

†
1) · M

− or, stated another way,

(u†
0 + u

†
1) · (M

+ − M−) = 0 . (520)
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Using this relationship, along with the definitions of v0 and v1 given in Eq. (490b) and

(500c), it is straightforward to show that

v
†
1 ·[M

+−M−]·v0 = (1−ρ)u†
0 ·M

+ ·u1+ρu†
1 ·M

− ·u0−(1−ρ)u†
0 ·M

− ·u1−ρu†
1 ·M

+ ·u0 . (530)

Combining this with the two constraints given in Eq. (510), and using, as discussed above,

the fact that both ξ01 and ξ10 are non-negative, the left hand side of Eq. (520) is maximized

when

u
†
0 · M

+ · u1 = ξ01/f+ (540a)

u
†
1 · M

− · u0 = ξ10/f− (540b)

u
†
0 · M

− · u1 = u
†
1 · M

+ · u0 = 0 . (540c)

While these are very concise expressions, they hide a certain subtlety because of the

factors of 1/f+ and 1/f− on the right hand side. The subtlety stems from the conditions on

the unperturbed eigenvectors and their adjoints: because (u†
0 + u

†
1) · M

± = u
†
0 + u

†
1 and all

elements of uµ and u†
µ are non-negative, it follows that both u

†
0 · M

+ · u1 and u
†
1 · M

− · u0

are less than 1. Thus, if either f+ or f− is too small, this division could make one of these

quantities exceed 1. We assume, therefore, that both f+ and f− are sufficiently large (or,

alternatively δM, and thus ξµν , is sufficiently small) that this division is does not cause

problems. We should be aware, though, that Eq. (540) breaks down when either f+ or f−

becomes too small. Even if it does break down, though, it does not effect our main result,

since whether or not Eq. (540) holds is independent of the number of states.

With this caveat, we can insert Eq. (540) into (530), and we find that

v
†
1 · [M

+ −M−] · v0 =
(1 − ρ)f−ξ01 + ρf+ξ10

f+f−
. (550)
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Combining this expression with Eq. (420), using Eq. (480) for ρ, and replacing γ1 by its

expression in Eq. (500a), the signal to noise ratio becomes

z(t) =

(

Nf

f+f−

)1/2
w+ · v1

(w+ · v0 w− · v0)1/2

ξ01ξ10

ξ01 + ξ10
e−f(ξ01+ξ10)t . (560)

Our next step is to find an explicit expression for the weight, w+. As above, we are

interested in the optimal model, which means we should choose w+ via

w+ = arg max
z

(z · v1)
2

z · v0(1 − z · v0)
. (570)

Because of the restriction that the components of w+ consist of 0’s and 1’s, the optimization

is over which components of z contain 0 and which contain 1.

Using Eqs. (490b) and (500b), Eq. (570) becomes

w+ = arg max
z

(z · u0 − z · u1)
2

(ρz · u0 + (1 − ρ)z · u1)[1 − (ρz · u0 + (1 − ρ)z · u1)]
. (580)

It is convenient to define

z · u0 ≡ a + b (590a)

z · u1 ≡ a − b . (590b)

With this change of variables, the optimization with respect to z is replaced by an optimiza-

tion with respect to a and b; these optimal values are denoted a+ and b+. Inserting Eq.

(590) into (570), we have

(a+, b+) = arg max
a,b

b2

(a + (2ρ − 1)b)[1 − (a + (2ρ − 1)b)]
. (600)
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This maximization comes, of course, with constraints: since z · (u0 + u1) is non-negative an

cannot exceed 1, it follows that |b| ≤ a ≤ 1 − |b|.

Let us first maximize with respect to a. Since the denominator is a concave function of

a, this maximum occurs when a as large or small as possible. Setting a to either |b| or 1−|b|

yields an expression with the same form,

b+ = arg max
b

|b|

(1 ± (2ρ − 1))[1 − (1 ± (2ρ − 1))|b|]
, (610)

Whether we should use + or − depends on whether we set a to |b| or 1 − |b|, and also on

the signs of b and 2ρ − 1. However, as we will see below, the sign turns out not to matter.

Both the The numerator and denominator are increasing and decreasing functions of b,

respectively, so we should make |b| as large as possible. Because of the restriction |b| ≤ a ≤

1− |b|, the maximum value of |b| is 1/2. In general, this maximum cannot be reached, since

b = z · (u0 − u1)/2 (see Eq. (590)). However, it can be reached if u0 and u1 are completely

non-overlapping, which occurs when M0 is block-diagonal. Since we are after the optimal

model, we assume that M0 has this form. Thus, |b+| = 1/2, which in turn implies that

a+ = 1/2. With these values, the right hand side of Eq. (580), evaluated at its optimal

parameters, is 1/[ρ(1−ρ)] = (ξ01 + ξ10)
2/ξ01ξ10 – independent, as mentioned above, of which

sign we use in Eq. (610). Inserting this into Eq. (560), we have

z(t) =

(

Nfξ01ξ10

f+f−

)1/2

e−f(ξ01+ξ10)t . (620)

As promised, this expression is independent of the number of states in the model. As long

as δM is kept small, we can adjust it at will to control ξ01 and ξ10. Thus, all optimal n-

state models with an eigenvalue spectrum similar to the one shown in Fig. 7 have the same

memory lifetime.

The two-state model

Because the two-state model plays such a central role in our analysis, it is useful to have

explicit expressions for the transition probabilities and the normalized signal. Fortunately,
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the results from the previous section are exact for the two-state model, so we can take them

over directly. In particular, we can use Eq. (540) and the fact that the columns sum to 1 to

immediately write down expressions for M+ and M−,

M+ =





1 − ξ01/f+ 0

ξ01/f+ 1



 (720a)

M− =





1 ξ10/f−

0 1 − ξ10/f−



 . (720b)

These transition matrices provide us with the most general two-state model. Here, how-

ever, we have considered a restricted class of models, for which ξ01/f+ = ξ10/f−. To explicitly

incorporate this restriction, we let

ξ01 = ηf+ (730a)

ξ10 = ηf− . (730b)

Using these relationships, we find an especially simple form for z(t) (Eq. (620)),

z(t) = (Nf)1/2 ηe−fηt . (740)

To compute the memory lifetime, we simply set z(t) to 2C (see Eq. (60), and we arrive

at

t =
1

fη
log

(Nf)1/2η

2C
. (750)

The denominator in this expression, fη, is the total transition probability (f is the probability

of a synapse being eligible for potentiation or depression and η is the probability that an

eligible synapse will be potentiated or depressed). Consequently, we see that for the two-

state model, long memory is necessarily associated with small probability of potentiation
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or depression. This is true in general, and also for the optimal memory lifetime, which is

found by optimizing with respect to η. As is straightforward to show, the optimal value of

η, denoted by η∗, is given by

η∗ =
2eC

(Nf)1/2
. (760)

Thus, for a large number of synapses, (large N) the optimal probability of potentiation or

depression is small. [Peter, it took me many reads to understand you don’t mean a ”large

N” condition or limit. this is confusing, with our lingo.]

Inserting Eq. (760) into (750), we arrive at maximum lifetime, denoted t∗,

t∗ =
(N/f)1/2

2eC
. (770)

As expected, memory lifetime increases with the number of synapses, N , and also increases

as the memories become sparser (as f becomes smaller).


