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Outline

• Motivate temporal slowness as a useful learning principle

• Introduce Slow Features Analysis (SFA) as a learning algorithm, based on this
principle and give some intuitions

• We show how the SFA algorithm corresponds to maximum likelihood learning
in a limit of a probabilistic model and illustrate with simulations

• Suggest several extensions and improvements to the probabilistic model
and connect to other work.



Temporal Slowness as a learning principle: motivating slow
features analysis

• Output from low-level sensors varies quickly as they respond to localised
features

• Higher-level abstractions (eg. perception) vary on a much longer time scale

• This prior information can be used to extract higher-level descriptions [1]
such as

– meaningful components
– globally slow invariances

• cf. ICA where statistical independence of the features is the guiding principle, but which is often

applied to temporal settings where correlations might also be sufficient to achieve blind source

separation. And multi-linear models which are searching for a good prior to separate ‘style’

from ‘content’ - might temporal slowness be an answer?



• Top:

– the letter S moves across

the visual field first,

afterwards the F and

finally the A .

• Bottom left:

– quickly varying (local)

pixel intensities

• Bottom right:

– binary indicator variables

for the letters (what
information - content)

– slow continuous variables

for the position (or

velocity) of the letters

(where information -
style)

(taken from [2])



The SFA Algorithm [2]
Given a time-series of

multidimensional observations: y1:T

find a set of transformations
x̂i,t = gi(yt)
such that:

∆i =

〈
dx̂i,t

dt

2
〉

(1)

is minimal under the constraints:

〈x̂i,t〉 = 0 (2)

〈x̂i,tx̂j,t〉 = δi,j (3)

Intuitions for the SFA recipe
(1) minimises the the temporal

variation of the output signal

(2) mathematical covenience

(3) given (2) avoids

• trivial solution

x̂i,t = const

• each extracted feature being

identical x̂i,t = x̂j,t



Learning the non-linearities

• The non-linear functions cannot be found automatically, as the Euler-Lagrange
equation resulting from applying calculus of variations is insoluble. Instead,
use the usual trick of:

– Expanding the observations by passing them through a family of non-
linearities eg. all polynomials up to and including degree 2

– apply linear SFA to the expanded input x̂i,t = w′
iyt

• Choosing the expanded obsevations to have zero mean, we can solve the SFA’s
contrained minimisation using Lagrange multipliers. Defining A = 〈ẏẏ′〉t and
B = 〈yy′〉t. The solutions satisfy the generalised eigenvalue problem:

AW = BWΩ (4)

• The solutions are ordered from slowest to quickest by the eigenvalues ω2
n

• Learning and Inference are very fast in this model



Two examples of SFA in action

• TOP: take images of natural

scenes; contruct a time series

by translating, rotating, and
zooming a window

• input to SFA at one time step

is two consecutive frames so full
spatial-temporal field is found

• Recover rich repertoire of
complex cell properties:
direction selectivity, [non-

orthogonal, end, side] inhibition

[4]

• BOTTOM: Recovering the

driving force of a non-stationary

time series using SFA [5].



Geometrical intuition for SFA

• A whitening matrix W has the property: WTBW = I

• The whitening matrix is given by W = B−1/2R where R is any orthogonal
matrix and B−1/2 is a matrix square root such as B−1/2 = EΣ−1/2.

• The columns of W live on a hyper-ellipsoid, but we are free to choose their
rotation (R).

• PCA makes one choice setting R = I and thus the columns of W are ∝
eigenvectors of B, ordered by decreasing eigenvalue. The eigenvalues are the
variances of the data.

• SFA makes another using the eigenvectors of the covariance of the whitened
time-derivatives ordered by increasing eigenvalue: B−1/2AB−1/2R = RΩ. The
eigenvalues are the square of the frequencies of the time series.
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Probabilistic modeling
• Some general reasons why we want a probabilistic model are:

– to make tacit assumptions of the algorithm explicit, allowing them to be criticised and

improved, connect to other algorithms eg. non-linear ICA, and a wider theory, gives us

methods for dealing with missing data

• The probabilistic framework might enable us to improve the algorithm:

– add error bars to our inferences, learn the non-linearities directly, separate the what from

the where information etc.

GOAL : find a latent probabilistic model for which

1. x̂t = WSFAyt is the mean of the posterior distribution over
that latent

∫
dxtxtP (xt|y1:T , θ)

2. 〈x̂x̂′〉 = I

3. maximum likelihood weights corresponds to the SFA weights



A generative model for SFA

P (yt|xt) = Norm
(
W−Txt, σ

2
yI
)

(5)

P (xn,t|xn,t−1) =
1

Z(xn,t−1)
exp

(
−1

2
[
x2

n,t + αn(xn,t − xn,t−1)2
])

(6)

α1 > α2 > ...αN → 0, σ2
y → 0

• How do we go about formulating this probabilistic model?

• The choice of squared error in the cost function (1) looks
suspicious: A Gaussianity assumption.

• You might choose a simple slowness prior (Kalman) eg. P (xn,t|xn,t−1) =

Norm(λnxn,t−1, 1 − λ2
n). But, although this has identity prior covariance for the latents, this

does not hold in the posterior.



Intuiting the correspondence
x̂t = Wyt

• σy → 0 leads to point estimates of the latents: x̂t = Wyt

〈xx′〉posterior,time = I

• αi = 0 means P (xt) = Norm(0, I)

• There is a flat direction in the ‘likelihood’ P (yt|xt). The overall scale of
the weight matrix adjusts itself in learning such that 〈xx′〉posterior,time = I,
matching the prior as well as possible, on average.

WSFA = WML

• Imagine plotting columns of WML in weight space for different values of α when
σy → 0

• When α = 0 the columns live on a ellipsoidal shell which whitens the data, but
they are only determined up to a rotation (the shell=locus of ML fixed points).



• When α is very small the symmetry is broken and the weights are uniquely
determined, lying just outside of the ellipsoidal shell due to the perturbation
from αn(xn,t − xn,t−1)2 in the likelihood.

• As we take α to zero the perturbation vanishes, dropping the weights onto the
ellipsoid at exactly the SFA location.

Practically these conjectures can be proven by:

1. Forming P (Y, X|W ) (easy) and from this the likelihood P (Y |W ) by letting
the observation noise tend to zero and integrating out the latents.

2. differentiating the log-likelihood with respect to the weights and setting this
equal to zero gives a condition on the maximum likelihood weights

3. as α → 0 this expression gives us the whitening result: W (α = 0) = B−1/2R

4. we then use matrix perturbation theory demanding W (∆α) is continuous with
W (α = 0) and this fixes the rotation to be that of SFA



Computational simulations

Procedure

• Reparameterise the probabilistic model as a Kalman-system

• Take some toy data and use EM to learn the weights W whilst taking α and
σ2

y slowly towards zero (annealing)

• Compare the maximum likelihood weights found by EM to those found by SFA
and check the constraints are met.

• We find that the maximum-likelihood and SFA algorithms give identical
results, even if the data are random noise.
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Extensions

• This is not the probabilistic model you would write down to begin with, a more
reasonable probabilistic model might include :

– observation noise
– different prior distributions for the ‘where’ and the ‘what’ latent variables
– learning the non-linearities themselves

One natural model incorporating the first two suggestions would be:

P (xn,t|xn,t−1) = Norm(λnxn,t−1, 1− λ2
n) (7)

P (sn,t|sn,t−1) = Bernoulli(p[sn,t−1]) (8)

P (yt|xt, st) = Norm

(∑
n

wnsn,txn,t,Ψ

)
(9)

It can be shown that at the maximum likelihood parameters of the model
[Λ, p,W,Ψ], we have white latents again: 〈xxT〉posterior,time = I.



Learning the non-linearities

• One natural way to include a non-linearity is to stick a neural network ‘between’
the latents and the observations and learn its parameters θ:

P (yt|xt, st) = Norm

(
Φ

[∑
n

wnsn,txn,t, θ

]
,Ψ

)
(10)

• However, to connect with the method of expanding the observations into
kernel space, we propose a different method.

• In the expanded observation space allowable data-sets lie on a low
dimensional manifold

• BUT: the generative model can generate anywhere in the expanded
observation space



• A simple example: 1d time series y1:T , expanded observations Φ1 = yt and
Φ2 = y2

t :



• Idea: Use the generative model’s energy as a global expert, augment this with
a bunch of local experts whose energies veto any position of the allowable
manifold:

E = −1
2

[
1
σ2

y

∑
m

(ym,t − ỹm,t)2 + β
∑

n

[Φn,t − Φ(ỹt)]2
]

+ log P (X, Φ) (11)

• We can learn the parameters of this model using contrastive divergence with
Hamiltonian Monte Carlo.



Conclusions

• Motivated temporal slowness as a useful learning principle

• Introduced Slow Features Analysis (SFA) as a learning algorithm, based on
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